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Abstract Tell me and I forget, teach me and I remember, involve me and I learn.
(Benjamin Franklin). The world is an increasingly complex with problems that re-
quire swift resolution. Although knowledge is widely available, be it stored in com-
panies databases or spread over the Internet, humans have intrinsic limitations for
handling very large volumes of information or keeping track of frequent updates
in a constantly changing world. Moreover, human reasoning is highly intuitive and
potentially biased due to time pressure and excess of condence. Computer systems
that manage knowledge by thoroughly exploring the context and range of alterna-
tives may improve human decision-making by making people aware of possible
misconceptions and biases. Computer systems are also limited in their potential us-
age due to the frame problem. Systems are not aware of their ignorance, thus they
cannot substitute human intelligence; however, they may provide a useful comple-
ment. The objective of this paper is to present the AGUIA model for amplifying
human intelligence, utilizing agents technology for task-oriented contexts. AGUIA
uses domain ontology and task scripts for handling formal and semiformal knowl-
edge bases, thereby helping to systematically (1) explore the range of alternatives;
(2) interpret the problem and the context; and (3) maintain awareness of the prob-
lem. As for humans, knowledge is a fundamental resource for AGUIA performance.
AGUIAs knowledge base remains in the background and keeps updating its con-
tent during interaction with humans, either through identied individuals or through
anonymous mass contribution. The feasibility and benets of AGUIA were demon-
strated in many different elds, such as engineering design, fault diagnosis, accident
investigation and online interaction with the government. The experiments consid-
ered a set of criteria including: product cost, number of explored alternatives, users
problem understanding and users awareness of problem context changes. Results in-
dicate that AGUIA can actually improve human problem solving capacity in many
different areas.
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1 Introduction

Man has always been fascinated by the idea that intelligence is what distinguishes
humans from other species. Some studies associate intelligence with a physical
structure in the brain [2, 24], while behavioral models emphasize process without as-
sociating it with the physical structure. More holistic lines of thinking [18, 11] view
intelligence as composed of many different abilities, including logical-analytical
ability, as well as linguistic, corporal, musical and interpersonal abilities.

Intelligence works as a mechanism for optimizing human interaction with the
environment, by allowing man to adapt to it, change it, or leave it to go to one with
better suitability. Intelligent human behavior balances analytical, creative and prac-
tical abilities that work together so that individuals may reach their goals within
their environment. However, the lack of time and of a good problem understanding
may lead individuals to reasoning bias. It is not unusual for inexperience, imperfect
representation, and overcondence in familiar alternatives to result in wrong conclu-
sions, and consequently in wrong choices [48].

Carrying out goal oriented tasks involves analyzing and choosing alternatives
within a range of possibilities considering limited information. This view of bounded
rationality [44] considers that reasoning behavior involves generating alternatives
and analyzing them for subsequent selection of the best choice given the context,
the available information and time constraints. This idea of how the decision pro-
cess functions depends on our ability to explore the range of alternatives, which is
often quite extensive. Alternatives are generated and analyzed in light of knowledge
about a certain domain and task. This knowledge may be tacit in the human mind,
explicit in the domain’s rules and regulations, or fragmented and scattered through-
out others’ experiences and reported informally.

The objective of the articial intelligence field since its formalization in the mid-
1940s has been to create devices that reproduce intelligent human behavior. The
idea is to improve collective capacity by adding softwares that can substitute man in
certain activities. This view, which placed articial intelligence in competition with
man, created high expectations for these systems performance, as well as fears that
another industrial revolution could actually render man obsolete. The 1980s revealed
the limitations of these so-called intelligent systems, which did not yet show signs
of becoming smarter than their creators. However, the area’s technological advances
can be applied to amplify human intelligence, working in partnership with people to
reach rationally superior solutions by helping them explore a range of alternatives.

In order to function, intelligent systems need a knowledge base about a domain.
Knowledge is dispersed throughout company reports and databases or even in indi-
vidual documents available online. Since automatic knowledge acquisition methods
based on these sources has not been successful, the effort is now on overcoming
this limitation by using collective human knowledge. This effort can be put into two
categories: 1) explicit knowledge acquisition, where trained individuals are hired to
maintain and generate knowledge[21, 26, 32], and implicit knowledge acquisition,
where users provide knowledge as a subproduct of another task they want to per-
form [51, 45, 5]. The challenge of acquiring knowledge from individuals involves
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aligning their interests, especially with regard to time allocation, with those of so-
ciety, which would benefit overall from an extensive and updated knowledge base.
One approach to this challenge is to focus on the psychological aspect of the inter-
action [51], designing an incentive mechanism that encourages individuals to make
a social contribution by satisfying their immediate interests. An efficient knowledge
acquisition tool should have the following characteristics: ease of use with minimum
training required; compatibility with the proposed incentives; a single mechanism
applicable to all users; and virtually no extra effort requirements.

This research addresses the human challenge to produce better solutions to in-
creasingly complex problems. Since it is a very broad problem, this research has
focused on goal oriented tasks, considering following assumptions:

• the more knowledge one has, the more well-grounded his decision will be;
• the more a problem is understood, the greater the chances of properly solving it;
• the higher the number of alternative solutions considered for a problem, the

greater the chances of finding a superior solution;
• given a set of options, the best one can be defined based on a set of known criteria;
• knowledge evolves, and therefore must be expanded constantly.

The objective of this paper is to introduce the AGUIA model [16] for amplifying
human intelligence, based on problem solving through cooperation between humans
and computers. The AGUIA utilizes domain ontology and task scripts for handling
formal or semiformal knowledge bases, thereby helping (1) to explore the range
of alternatives; (2) to interpret the problem and the context; and (3) to maintain
”awareness” of the problem. AGUIA’s agents should also have strategies for ampli-
fying their knowledge in order to remain useful. These agents learn incrementally
through interaction, amplifying human decision-making capacity for goal oriented
tasks. In addition to presenting the AGUIA model, this paper describes five differ-
ent implementations of the AGUIA model as applied in different domain areas. In
some domains, experiments objectively confirmed that solutions produced by the
human-AGUIA partnership were significantly superior.

The upcoming section presents key concepts that will be used throughout the
paper, such as: agents, ontology and rational decision-making. Section 3 presents
the AGUIA model for amplifying human intelligence, a model composed of three
basic elements: agents that use knowledge to enhance user perception of the range
of alternatives; agents that elicit user knowledge and develop the knowledge base;
and the knowledge itself represented formally, semiformally or informally. Section
4 presents examples of agents that aid users in understanding the problem, analyz-
ing, evaluating and selecting alternative solutions, as well as keeping users aware of
changes in context. Section 5 presents AGUIA agents which are, directly or indi-
rectly, responsible for eliciting knowledge from users in order to maintain AGUIA’s
good performance. Section 6 presents related works, and lastly Section 7 presents
the conclusions, underscoring this work’s contributions and limitations, as well as
future projects.
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2 Theoretical Foundation

The software industry has undergone considerable expansion, becoming more diver-
sified and focusing on agents designed for entertainment purposes. However, com-
puter agents also have a very important role in helping people reach their goals in an
efficient manner. Yet this proactive role is limited because the existing knowledge
needed for computed processing is often not formalized [41]. Computers are not
able to process human’s natural language and humans do not easily express knowl-
edge in a formal language [6]. This communication mismatch creates a barrier to
effective understanding and reproduction of the human evaluation process by com-
puter agents. A computer agent is limited to the scope of its knowledge and thus
cannot be expected to find the optimum solution. However, it is reasonable to look
for better solutions from an already recognized partnership between human creativ-
ity and computer expedited exploration of alternatives. AGUIA’s model is based on
building agents that understand the world through an ontology. These agents need
to elicit knowledge to keep their performance updated. They act according a a ratio-
nal decision-making process. This section presents an overview of the key concepts
underlying AGUIA’s model such as: ontology, knowledge acquisition and agents.

2.1 Knowledge Representation Ontology

Ontology has many different meanings, from the philosophical notion defining exis-
tence to the pragmatic computer idea of being a specification of a conceptualization
[20]. Even Gruber’s definition, however, which is quite broad, does not include the
role of the ontolgy builder, nor does it address the purpose of the ontology or how
it will evolve [42]. Ontologies have a history of helping people and computer pro-
grams share data, information and knowledge. Their importance in Web information
retrieval systems [42] is due to the ease with which both computers and people can
interpret them.

Ontologies are usually represented as semantic graphs, in which nodes repre-
sent concepts and arcs represent the relationships between them. Each concept or
relationship has a name, rules for being that concept, list of exceptions, list of as-
sumptions and a validity timeframe. An ontology designer creates any meaning he
considers necessary to describe a domain, though there are some relations with al-
ready consolidated semantics such as:

• Is-a: suggests the relationship of set-subset. The properties of the higher set are
inherited by its subsets. For example, a cat is a mammal. Once this relationship
is expressed, we know that all mammal’s properties will also be a cat’s properties
(but not vice-versa).

• Part-of: suggests the relationship of composition. A given concept will be formed
by the composition of its parts. For example, an engine, the chassis and tires are
integral parts of a car. A car does not exist without an engine.
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• Is-an-attribute-of: suggests a relationship that is weaker than a characterization,
such as: color is an attribute of cars. It is also an attribute of many other concepts,
for example houses and clothes.

• Cause: suggests a relationship of consequence between two concepts, such as:
Eating spoiled food causes sickness.

• Temporal Sequence (before, after, in between): suggests a temporal relationship
between two concepts, such as: Mary will attend the U2 concert after buying the
ticket.

An essential rule to follow when building an ontology is the annotation principle
[46]: ”One cannot use the same symbol to represent different things; one cannot
represent equal things using different symbols.” Common examples of annotation
errors are caused by poor mapping of natural language’s polysemic symbols into
the formal language. For example, we could say that a car has both a color and an
engine, but the meaning of the verb to have is different with regards to the concept
car color and car engine. In the first context, the verb relates an object and its
characteristics: to have characterizes the object according to the property of color.
In the second context, the verb relates objects that together compose another object:
an engine is part of a car. This distinction is important when knowledge is being
formalized: A computer agent does not identify the two different semantic meanings
if the same symbol is used in both scenarios.

2.2 Knowledge Acquisition

If making knowledge explicit is a complex matter, due to communication noise and
faulty representation, formalizing it for computational use is even more complicated.
This undertaking is often postponed due to the extra time and effort it requires.
Another discouraging factor is that the person who actually describes the knowledge
is very often not the one who will use it [30].

Keeping knowledge based systems updated is an enormous challenge. When
knowledge is completely formalized, the challenge is even greater, as this normally
requires specially trained professionals. This creates a dependency on knowledge
engineers that could be problematic in maintaining consistency in the knowledge
base updates.

On the other hand, systems based on knowledge fragments articulated by meta-
data, such as in argumentation by gIBIS hypertext [9], MIKROPOLIS [14] and wiki,
make users codesigners and coresponsible for maintaining the base. These systems
are not domain dependent and require a low level of knowledge formalization; how-
ever, they leave the knowledge incomprehensible to computational processing.

For Shipmam III and McCall [41], the dilemma, of wanting to use formalized
knowledge to provide more efficient computer assistance, but not wanting to spend
time formalizing it, is the result of the tradeoffs between an all-or-nothing under-
standing of the need and an all-at-once processing approach to knowledge acquisi-
tion.
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One approach to incremental knowledge acquisition, as suggested in [15], miti-
gates this problem by diluting the acquisition process over the time a system takes
to perform a task. Girgensohn [19] proposes a similar approach by making the ac-
quisition process like the model extension process, but with users changing the rep-
resentation directly.

There are two approaches to knowledge acquisition: explicit, where people con-
sciously contribute, and implicit, where knowledge is acquired as a subproduct of
another task that the contributing user is interested in performing.

Explicit approaches to knowledge acquisition engage people tin a conscious ef-
fort to build and maintain an information base. This requires a considerable con-
tribution on the part of the people involved, who altruistically or based on mone-
tary compensation dedicate their time to the task. Web content indexers, used by
Google and generators of general ontologies, as proposed in the CYC (short for
enCYClopedia) project [27], are examples of this type of explicit knowledge. The
(ambitious) goal of the CYC project was to build a repository that contained all of
the world’s knowledge, creating a comprehensive ontology that established com-
mon sense knowledge, or ”everything that everybody knows”, that could be used
to leverage any intelligent system. However, since knowledge evolves and expands,
the task of feeding the CYC seems endless. Use of the CYC has been limited to
small systems for specific domains, for example natural language processing [10]
and speech recognition [4]. Even though the CYC knowledge is considered to be
high quality, it still represents knowledge from a limited number of sources that
could thus skew inferences [5].

Open Mind program [47, 45] has the specific aim of collecting a certain category
of knowledge from altruistic users who deliberately contribute to the system, as with
the Open Source Initiative [23]. One example is the Open Mind Common Sense
program, which tries to get users to supply the possible continuation of a given
scenario and builds connections based on the pieces of information obtained.

These initiatives make it possible to collect knowledge on a broad range of sub-
jects. One problem with the Open Mind concerns knowledge quality, since nothing
ensures that entries will help expand the knowledge model. The strength of the CYC
is the quality of the knowledge it collects, because contributors are qualified users.
However, this fact may also cause biased reasoning.

Implicit knowledge acquisition involves collecting data without users’ awareness
of this task. Many confidential services are accessible online, for example banking
information. Systems for secure access to information bases need to confirm that
the user accessing them is human and not a computer agent, the latter being utilized
largely for malicious intent. Traditional ways of accessing information bases via
passwords are considered fragile, because illicit access can be gained through trial
and error [50].

One approach for verifying user identity is the CAPTCHA (Completely Auto-
mated Public Turing test to tell Computers and Humans Apart) [50] based on the
Turing test [49]. This test, developed in 1950, determines whether a system is in-
telligent based on whether or not it performs a specific task like a human. Consider
a group of observers that interact with two agents, one human and the other com-
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putational. The interaction is carried out exclusively through text messages in a
specific domain. If the evaluators are unable to distinguish between the human and
the computational agent at the conclusion of the interaction, the computer agent is
considered intelligent. With CAPTCHA, the aim is to establish a task that exag-
gerates this difference. Furthermore, the task should be easy for the human so as
not to prevent him from achieving his objective, in this case accessing the desired
information bases.

This opportunity for knowledge acquisition has already been noted by many re-
searchers who have been developing CAPTCHAs for different knowledge acqui-
sition needs [22]. We consider this to be an excellent incentive mechanism, as it
requires no extra effort.

Efforts to access a database can be channeled so that access is secured at the
same time the meaning of the test’s images (non-processable symbols) is acquired.
Since users have interest in accessing the base, they are not likely to provide false
information, under penalty of exerting additional and unnecessary effort.

2.3 Agents

Agents are computer systems aimed at achieving goals autonomously to determine
actions in a dynamic environment [28]; they can act in isolation or within a commu-
nity of what are called multiagent systems. An agent perceives the environment and
reacts or reasons about what to do, choosing the most appropriate action applicable
in that environment. It has three components: sensors for perceiving the environ-
ment; reasoning to decide what to do; and actuators to change the environment [39].

An agent is a special type of computational system that can be classified based
on the following principals:

• cognition: an agent has explicit representation of the environment and other
agents; it can reason about past actions and plan future actions (cognitive agent);
or it reacts to environment stimuli, without memory of capacity to project the
future (reactive agent);

• focus: an agent can be physically or behaviorally similar to humans;
• action: an agent can act in isolation or in community;
• environment: an agent act on an environment, such as in a company’s Intranet or

in the Internet.

The architecture of a computer agent is characterized by its internal processes
and its interaction with the environment. It can be as simple as a process that only
reacts when it recognizes a certain situation in the environment. Agents can also
have complex reasoning processes, the most common involving the generation and
evaluation of alternatives based on a set of preferences. Finally, it is important to
underscore that agents must learn as they go. This evolution helps agents to adapt to
changes in the environment [39].
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3 AGUIA: An Intelligence Amplification Model Based on Agents
Active on Demand

The AGUIA model for human intelligence amplification integrates users and au-
tonomous agents in the decision making process, with each performing different
functions. Autonomous agents expand perception of a problem’s context and sys-
tematically generate and evaluate possible solutions, while users develop creative
solutions and decide what action to take. As Figure 1 shows, the model has two
types of agents: those that help people explore the range of options to reach better
solutions, and those that collect knowledge from the users. Users are both consumers
and producers of the knowledge that will be organized, stored and made available.

Fig. 1 The AGUIA model for intelligence amplification: knowledge use and acquisition. Arrows
indicate the flow of data/information/knowledge.

The model is based on three assumptions: (1) more and better investigation of
the range of options leads to better solutions; (2) exploration depends on knowledge
about the domain and the task to be performed; and (3) humans have limited capacity
to do this and benefit from computer help.

According to the AGUIA model, three types of partnerships are possible: Explo-
ration guided by models, Sensemaking [38], guided by scripts and ongoing Aware-
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ness. In the first type, the computer agent manipulates formal knowledge to generate
alternatives, comparing of alternatives and arguments in order to provide a sugges-
tion according to a rational model for decision making. The speed with which it
systematically processes many different scenarios allows the range of alternatives
to be explored much more efficiently. However, it only operates provided there are
formalized models of the task and domain.

AGUIA included two types of knowledge amplification: explicit acquisition
and implicit acquisition. The challenge of explicit acquisition is obtaining reliable
knowledge. Knowledge acquisition is more problematic when information is con-
tributed anonymously. This requires incentive mechanisms that align individual in-
terests with those of the community. The objective is to encourage honest contribu-
tions from knowledgeable people (maven1)

Implicit knowledge acquisition involves gathering knowledge from users as sub-
product while they are performing other computational tasks. In this research, users
contribute by attributing meaning to images when accessing secure databases that
apply tests to filter out computer agents. The acquired knowledge is formal, in-
cluding for example descriptors of images and the relationships between them, and
therefore it can be used by computers.

4 AGUIA for Amplifying Human Intelligence

Users must choose between three types of partnerships with AGUIA: Exploration
guided by models, Sensemaking guided by scripts or maintaining Awareness. In the
first type of partnership, appropriate standard solutions are obtained with the help
of agents that manipulate formal models. The second is suitable for investigating
new solutions, usually in domains that do not yet have modeled solutions. In this
scenario, users navigate in knowledge fragments with the help of an interpretative
script designed to enhance reflective reasoning in order to minimize interpretation
biases. Lastly, AGUIA agents may keep users informed about subjects of their in-
terest so that time constraints do not compromise the list of options considered.

4.1 ADD: AGUIA for Exploration of Options Guided by Models

ADD(Active Design Documents) [15] is the most powerful agent for exploring a
range of options. This agent is perhaps the one that best demonstrates AGUIA’s
potential to amplify human intelligence, because it directly affects the number of
options evaluated and the quality of the final solution. It uses logical reasoning and
is capable of generating alternatives and evaluating them based on domain mod-
els. Its results are precise: evaluated options and a suggestions so that the user can

1 A Yiddish word often used to identify the best experts in a field.
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choose the best alternative. In addition, since this agent has a formal model it can
help people evaluate new alternatives and understand the rationale for them . This
task-oriented agent provides unsurpassed assistance. Its strength is not only in the
solution it provides, but rather in the partial solutions that users can improve upon,
and conversely, in its ability to test user provided creative solutions.

4.1.1 The ADDModel

The ADD model, as illustrated in Figure 2, has three main elements: Interfaces, a
design knowledge base and reasoning components.

Fig. 2 The ADDmodel of active design documentation.

Designers interact with the ADD agent through design interfaces. The design
interface allows users to naturally develop their design solution while providing
the system with means to understand the user’s design choices. The explanation
interface let users retrieve design decisions’ explanations.

The knowledge base contains a description of the domain and the rules that guide
inferencing in that domain in terms of heuristics, physical laws, artifact’s function-
ing model or even a history of previously solved cases. This base serves as input for
producing and evaluating alternative solutions.

The reasoning components determine the strategy for generating and evaluating
alternatives. The Controller, the Anticipator and the Reconciler are the three ADD’s
reasoning components. The Controller is the central component that orchestrate the
entire process. It monitors users’ actions on the design task, activating the Antici-
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pator, the Reconciler and the Knowldge Elicitor whenever needed. The Anticipator
is the reasoning component that creates the range of alternative solutions based on
its knowledge base. The Anticipator sends the Controller its decision expectations
that will be confronted to the user’s chosen design option by the Reconciler. When
the Reconciler considers the two options similar, the Controller deduces that the
ADD knowledge base has sufficient knowledge to justify that user’s decision. On
the other hand, whenever the Reconciler identifies significant discrepancies between
the two solutions, it alerts the Controller about the incompatibility. Upon noticeable
discrepancy between the human and computer models, the Controller activates the
Knowledge Elicitor, which shows the user the ADD’s expectation and requests user
for more elements to help ADD reach the same alternative solution or to accept
ADD’s suggestion.

Therefore, ADD works as both an expert and an apprentice. As an expert, ADD
is reminding users of bad choices. As an apprentice, it is showing its expectations
and letting users adjust its knowledge base. These accounts of design rationale will
be used to respond to subsequent design rationale requests.

4.1.2 Experiments

In order to evaluate the feasibility and benefits of ADD model, applications were
built for different engineering domains, such as air conditioning design for offshore
oil platforms, oil process plant platform and oil pipeline layout. All applications
were successful, however the application for the air conditioning design, called AD-
DVAC, allowed further studies as described here. The analyzed cases were randomly
chosen from pre-existing projects, but unknown to the participants. The average cost
of an air conditioning system on offshore platforms was around $1 million and took
one to three months to complete. Table 1 presents a summary of the experiment’s
description.

Table 1 ADDVAC Experiment.

Description

Participants There were two participants. They were experienced designers of air condi-
tioning systems for offshore platforms. They were also familiar with com-
putational drawing systems.

Material Six cases from past designs, which the two designers had never seen, were
chosen at random. The cases were similar in terms of problem complexity.
Although none of the cases required complex solutions, they were intricate
and involved many interrelating details.

Method Participants were given selected cases. They entered the problem’s data into
the system, initially using the ADDVAC system only to identify a solution.
According to the participants, the ADDVAC did not impact performance of
the task. They then created the design in partnership with the ADDVAC.
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4.1.3 Results Analysis

As Table 2 shows, the results were significant. In all examined cases, the ADDVAC,
in partnership with the designer, examined more options and reached better solu-
tions. The two designers were satisfied not only with the solutions generated, but
also with the process of exploring options and with the easy access to alternative
solutions comparison. We also tested the ADDVAC on a recently completed project
designed by one of our experiment’s participants. Given the positive results of the
trials, he agreed to subject his design, which was in the bidding process, to the test.
In three days, the designer - ADDVAC partnership yielded a result which was 30%
cheaper while respecting all other criteria, such as safety.

Table 2 Results of using the ADDVAC. Experiments were conducted considering 6 different de-
sign cases with 6 different participants

Design made without ADD ADDVAC Effect

Average cost of the device designed $1 million 20-40% less
Number of options evaluated 1-2 10-20
Time to develop design 1-3 months 1-2 weeks

4.2 AGUIA for Script-based Ontology Sensemaking

Sensemaking agents facilitate human reflection using specific scripts for explor-
ing and interpreting specific knowledge in order to enhance people’s efficiency and
awareness. This assistance to human sensemaking (SM) [38] is what our AGUIA
agent focuses on in scenarios where there is no formalized knowledge or where the
user wants to create more innovative solutions. This AGUIA sensemaking agent is
called SOS(Sensemaking based on Ontology and Storytelling). Storytelling tech-
niques have already been used to settle disputes [1], to share perspectives in col-
laborative work [17] and for tacit knowledge acquisition [25], which is recorded as
accounts of experience. In the latter context, users tell and retell stories in a search
for evidence to support conclusions.

4.2.1 The SOSModel

The SOS model reflects a psychoanalytical view of the reflective reasoning process.
By reconstructing stories, people see details that help them understand the context,
the problem and even the solution. A domain ontology plays an important role in
generating shared understanding of the stories among participants. The SOS model
contains two main components:
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Fig. 3 SOS model for sensemaking of the context and the problem.

• Script: defines the order in which information is requested and provided within a
context.

• Domain ontology: defines the vocabulary for writing the stories.
• Anchor: provides evidence that increase credibility of the story.

Using storytelling for knowledge elicitation is not new. Recently, storytelling
techniques have been used to investigate crimes: using a reasoning script based on
textual evidence, criminal reports are created to shed light on legal cases [3].

4.2.2 Experiments

The SOS model was implemented in the DMWizard (short for Data Mining Wizard)
system to help investigators find the root causes of accidents on offshore platforms.
Figure 3 illustrates DMWizard’s main interface.

A story is structured into sections, organized according to the script. The right
hand side of the interface displays notes and evidences from which an accident
story can be reconstructed. The left hand side is divided into two panels: the bottom
part shows the sections of the story and the top part displays a detailed view of the
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elements contained in each section. The system asks questions concerning the acci-
dent, and answers can be provided by the user in the top panel. Users answer these
questions using a restricted vocabulary provided by the domain ontology. Accord-
ing to the specified story script, the same question may be asked again in a different
context to improve the chances that users will reflect on the information provided.

Stories about accidents are based on events connected in time that may or may
not have a causal relationship. Evidence is needed to give credibility to the story.
Additionally, expectations are that multiple stories about the same theme would
contain relationships between similar events.

The script includes the following elements:

• Context: include information about the physical location, timing, actors involved
and actions performed.

• Turning Points: are important events that alter the flow of the story. For example,
a sudden explosion in the workplace.

• Actions: are responses to events. In the aforementioned exemple, a factual action
in response to the explosion would be evacuating the premises and calling the
police and fire departments.

• Reversal: are actions that alter the stituation. For example, an action of an under-
trained fireman that worsened the accident situation.

• Resolution: means to resolve the undesired situation. In the case of accidents,
the resolution involves discovering the root causes and subsequent actions that
would have prevented the undesired incident from occurring.

The domain ontology includes concepts such as accident events, economic or
human impacts, equipment taxonomy and work force description. Evidence is any-
thing that enforces a root cause hypothesis including pictures, text or lab results.

Profile of the Participants
Twenty-eight workers from four different business units of a major oil company

participated in the experiment. They had experience in accident investigation, but
not experts at the task. Experts could be called upon should a participant feel inca-
pable of recounting the story of a recorded accident.

Method
Each participant received basic, three-day training in the use of DMWizard, and

was given the task of reading and interpreting the textual reports describing the
accidents. For each report, a story would be told using the limited vocabulary defined
by the domain ontology and enriched by evidences found in the original accident
annotation or other sources to support the final story. This process of answering
questions according to evidence promoted reflection about the accident annotations,
which were often considered to be incomplete and inconsistent.

The participants reanalyzed and retold the stories of accidents that occurred be-
tween 2006 and 2008. A total of 3,145 stories were retold by twenty-eight partic-
ipants from four different business units over a period of six months. Participation
breakdown is shown in Table 3. In the process they sought additional evidence and
reanalyzed the accidents. The subproduct was a structured information base that
could subsequently be mined.
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Table 3 Analysis scenario

Business Unit Number of participants Number of stories retold

A 10 1827
B 11 624
C 5 630
D 2 64

Following the storytelling period, a survey was given to assess whether DMWiz-
ard helped with the accident investigations by prompting them to look for evidence
of all the items on the questionnaire. The two users from the D unit did not respond
before the established deadline. Table 4 contains the results of the questionnaire.

Table 4 Summary of the DM Wizard evaluation questionnaires

Business Unit Number of re-
turned question-
naires

Average of under-
stood concepts (%)

Average number of
empty concepts

Average number
of empty concepts
due to lack of
evidence

A 10 90% 5% 2
B 11 85% 10% 1
C 5 95% 10% 2

4.2.3 Results Analysis

Results, presented in Table 5, show significant gains in accident report quality and
comprehension when DMWizard was used. Comprehension gains were directly re-
lated to the amount of information users were able to extract from different sources
and explicitly report in DMWizard. This degree of completion was calculated by
the ratio between the amount of information the user entered and the total informa-
tion considered essential for the story’s completion. The stories’ level of completion
reached 95%, but many problems in comprehension arose regarding “hydrate pro-
duction” incidents, later explained as the unavailability of the involved people to
provide details.

The overall quality of the retold accident stories was considered good when
compared to the interpretations of experts. The company has already included the
DMWizard in their risk assessment procedure, but, due to confidentiality issues, the
data is no longer available for academic purposes. The company’s technology adop-
tion seems a strong indication of AGUIA’s ability to amplify perception and induce
reflective reasoning.
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Table 5 Completeness of reanalysis with assistance from the DMWizard (SOS)

Business Unit Number of participants Number of analyzed
accident reports

Degree of complete-
ness on accident
story’s reevaluation

A 10 1827 90%
B 11 624 85%
C 5 630 95%

4.3 AGUIA for Keeping User Awareness of Changes in Context

For maintaining human awareness, the AGUIA functions as a user-personalized
content search engine. Often people make decisions once they become aware of
specific information. Even though they may know where to access that information,
time restrictions may prevent them from accessing it with the frequency necessary in
today’s dynamic world. For example, if a person is notified of a traffic violation, he
will probably pay it if he considers it warranted. The time lapse between notification
and action is extremely important given the consequences of not acting. Therefore,
even if access to information is all they want, users can benefit tremendously from
using an AGUIA, which can verify specific information continuously and advise
users if there is a development that could affect them.

4.3.1 The Be-aware Model

The Be-aware is a special type of user configured AGUIA agent that constantly mon-
itors changes to recognized information bases available online. Its design is based on
specific information from personal data records, with information indicated based
on user interest. The research was conducted in the domain of electronic govern-
ment.

The Be-aware model, as shown in Figure 4, consists of a personal agent config-
ured to meet the requirements of each user’s desired needs for information and an e-
agency that coordinates the agents which continuously access government databases
to find relevant data that may affect users.

These agencies are activated, taking into consideration an optimum service load
for their functioning. At this level, the agency itself initiates a balancing process,
replicating agents with heavy service loads and eliminating any that remain idle for
a long period of time. It is in the interest of each agent to find work so that it is
not eliminated. In each round they bid for services in an auction-like process that
distributes the work to the one that is most efficient and available.

This architecture, developed by Nogueira in his PhD’s thesis [34] 2, allows each
agent (Be-aware) to represent one user virtually to resolve requests independently in

2 student’s thesis advised by this paper’s author.
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Fig. 4 The Be-aware model for maintaining user awareness.

order to achieve the desired objectives. None of the agents have sufficient resources,
information or capacity to solve the entire problem on its own. Each one has knowl-
edge and expertise, but it is their combined abilities that make it possible to produce
the desired result. Available government web site schema helped agents to search
information on the web sites.

4.3.2 Experiments

The e-citizen system was developed based on the Be-aware model to test the feasi-
bility and usefullnes of maintaining context awareness by keeping citizens updated
on government changes that directly or indirectly impact them.

Three experiments were conducted [34]. As described in Table 6, a small pilot
project was designed to evaluate the potential benefit of the e-citizen system. The
second experiment, described in Table 7, involved 200 participants. Two groups
were formed: a control group and a treatment group, each with 100 participants.
The third experiment involved 700 participants, as described in Table 8, all of them
using e-citizen’s assistance.
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Table 6 Be-aware pilot study.

Description

Participants A group of 20 volunteer evaluators was formed, among them IBGE (Brazil-
ian Institute of Geography and Statistics) employees and UFF (Flumi-
nense Federal University) students and employees. All the participants
were skilled Internet users with their own e-mail accounts.

Material Participants’ testimony and personal data.

Method The experiment lasted 15 consecutive days, beginning September 1, 2007.
The process was explained through an explanatory bulletin that gave an
overview of the e-citizen project. The e-citizen system was designed with
agents capable of interacting with two official government information
sources, one concerning the State Fire Department Tax and the other con-
cerning the municipal property tax (Rio de Janeiro City).

Result Analysis e-citizen sent relevant news to users concerning their relationship with gov-
ernment. It was discovered that one of the participants owed a Fire De-
partment Tax debt for the years 2003, 2004 and 2005, and another partic-
ipant owed property tax debt for the year 2006. All participants evaluated
e-citizen as providing relevant assistance.

Table 7 Be-aware 200-participants experiment.

Description

Participants IBGE employees and UFF students and employees were invited to partic-
ipate. 200 were chosen at random from the list of those who signed up.
All the participants had over two years experience using the Internet and
virtually all of them (94.3%) had access at home.

Material Each participant filled out a questionnaire to define his interest profile with
regard to government interaction, his experience using the Internet and his
familiarity with the electronic government context.

Method The experiment lasted 60 consecutive days, beginning on November 1,
2007. Each participant filled out a questionnaire to define his interest with
regard to government information. During the 60-days experiments, they
were xpected to keep informed of government’s actions that might affected
them. Participants answered questions about their interest in issues related
to the government domain and how they normally obtained information.
After the 60-days period, participants were asked to answer another ques-
tionnaire concerning their current knowledge on government issues that
might have affected them in that 60-days period.

Result Analysis An evaluation questionnaire was distributed, with a return rate of 82%. Re-
sults indicated the participants rated the assistance as: Good or Very Good.
Moreover, group using e-citizen’s assistance felt more aware of govern-
ment’s actions than the other group. Participants without e-citizen claimed
their interest in visiting government web site faded with time.
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Table 8 Be-aware 700-participants experiment.

Description

Participants Around 700 volunteer evaluators participated in the experiment, among
them IBGE employees and UFF’s students and staff of the CS department.

Material Each participant filled out an evaluation questionnaire concerning e-
citizen’s effective assistance quality.

Method The experiment lasted 75 consecutive days, beginning on January 7, 2008.
All the evaluators in this group used the e-citizen system. The objective of
the experiments and an overview of the experiment process were explained
by e-mail. The process began as soon as the volunteer filled out the form
with his personal information in the e-citizen environment. The e-citizen
was adjusted to verify information related to a set of government services
such as: vehicle-related fines issued by the Brazilian Motor Vehicle Ser-
vice. After 75 days collecting data, participants were asked to fill out an
evaluation questionnaire for the e-citizen environment.

Result Analysis 93% evaluated e-citizen as providing GOOD to VERY GOOD assistance.

4.3.3 Results Analysis

The data collected during the pilot study showed the difficulty of maintaining aware-
ness about information that affects us, no matter how important.

The second experiment underscored how people initially accessed government
bases, but soon stopped consulting them regularly. Additionally, they did not visit
all the bases, even when these were listed on the task completion form.

The third experiment confirmed the perceived benefits the e-citizen provided by
keping people aware of e-government changes.

5 AGUIA for Knowledge Amplification

A knowledge model is essential for developing any intelligent system to help peo-
ple perform tasks efficiently. Amplifying knowledge as quickly and extensively as
needed is as challenging as it is important. Knowledge can be collected through
explicit or implicit knowledge acquisition methods. Explicit knowledge acquisition
involves eliciting knowledge while it is being used, as explained with the HYRI-
WYG model. This research involved gathering information from a mass of people
and addressed the major issue of information reputation. On the other hand, knowl-
edge can be acquired implicitly as a side effect of other activity, such as described
with the KA-CAPTCHA model.
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5.1 HYRIWYG: How You Rate Influences What You Get

The HYRIWYG is a new reputation mechanism [37] for providing users the right in-
centive when they voluntarily supply reliable evaluations that become the bases for
recommender system (RS) suggestions. It is therefore an indirect way of increas-
ing the RS’s reliability and also adjusting the RS’s inference mechanism. Although
the long-term benefits of providing evaluations for building a knowledge base and
adjusting the RS may be very clear, users do not see these gains immediately. The
HYRIWYG incentive pays users immediately, but only with a form of compensa-
tion that is as good as the quality of the RS being evaluated. This way, HYRIWYG
encourages users and the RS to act correctly.

5.1.1 Description of the HYRIWYG Mechanism

Assuming a set of evaluators I = {1,2, ...,N}; each evaluator i has a profile of
preferences qi. Associated with each item available for evaluation is a vector
x = {K,¡1, ...,¡i}, in which K is the aggregated evaluation of the aggregated prod-
uct and ¡ is the incentive for each one of the N product evaluators. The K amounts
vary according to the evaluation model of the RS, such as “Good/Bad” or 1-5 stars.

The agent i aims to maximize its utility function (ui). Therefore, it should be
compensated in proportion to its workload. In the absence of incentive, an RS re-
quires that people act out of altruism. The incentive, or social function, has a critical
role of moving the benefit of adjusting the RS to the time that a person provides
a recommendation. Sometimes people acknowledge the indirect benefits of acting
sincerely by offering their opinion on a product.

The HYRIWYG proposes a social function that includes incentives for each in-
dividual that adjusts the RS for his profile. As shown in the compensation function
(see Eq. (1)), the incentive is a constant C, corresponding to the points, coupons,
awards or any other reward, depending on the product’s marketing strategy. C is
adjusted by the contribution of the agent i for improving the RS.

Compensation Function
The compensation function of user i becomes:

(ti =C ⇤ (1+a⇤ | v0(RS(qi))� vi |) (1)

where:

• v0(RS(qi)) is the expectation created by the RS with regard to the evaluation
(concept normalized to be always in the interval [0,1]) that will be provided by
user i, considering his projected profile qi;

• vi is the evaluation (concept normalized to be always in the interval [0,1]) actually
issued by the agent i;

• | v0(RS(qi))�vi | represents the contribution of the agent i to system adjustment;
• C is a constant defined by the product’s marketing or business model;
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• a is a constant to adjust the importance of obtaining diversity. Based on a scale
from 0 to 1, it should be as close to 1 as possible when diversity of opinion is
desirable or very close to 0, when homogeneity of opinion is preferred.

Rule for Redeeming:
The incentives are cumulative, shown in the redeeming benefits rule, Eqs. (2) (3).

An agent i may only redeem award ¡ when this value is greater than a threshold T .
In addition, ¡ functions only with the selected products, which is to say, with the
products selected by the RS for the profile of the agent i.

$product = $product � f (¡) (2)

Reward($product ,qi) = $product ⇤Product(qi) (3)

where:

• $product is the value of the reward, $product = 0 when ¡ < T
• f (¡) is the discount associated with ¡i
• Product(qi) 2 to the products recommended by the RS for a user with profile qi

The agent i may only apply the incentive earned to products that correspond to
the profile of the agent i, according to the RS. Thus there is positive incentive for
users to express their opinion, as well as to adjust the RS. Therefore, providing an
honest evaluation is in the individual’s best interest. Incentives can be translated into
cumulative points or discount coupons. The main point is to ensure that only prod-
ucts consistent with the evaluator’s profile, according to the RS, are redeemed. This
is a simple system that encourages people to tell the truth from their own viewpoint,
since the reward will only be as good as the quality of the RS. For example, a user
who does not like children’s movies and lies about it to accumulate rewards could
earn a quantity of coupons to ”The Princess and the Frog” movie, and will have no
way of selling it.

5.1.2 HYRIWYG: Empirical Evaluation

The experiments, as presented in Table 9 were divided into three phases, [7]. Each
experiment lasted three weeks. They were conducted sequentially to avoid intersect-
ing. Announcements were made using posters in the participating video stores and
an electronic banner on the rental services’ homepages.

Six video rental stores in the city of Juiz de Fora, Brazil, participated in the ex-
periments. They were divided into two groups. Three of the stores participated in
phases one and two, while the other three, which had similar characteristics and
were located in the same neighborhoods, participated in phase three. We chose to
work with two different groups of stores so that the customers who registered under
phase 2 were not aware of the conditions that applied to phase 3, and vice-versa. The
evaluation was made on the website by an acquisition system. Users were allowed
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to enter evaluations for one or more products. Around 650 people participated in the
experiments. Participants of all three experimente were customers of the participat-
ing video rental stores.

Table 9 HYRIWYG experiment.

Experiment Method

Phase 1 no incentive: no prize was awarded to the evaluators.

Phase 2 free DVD rentals were distributed in proportion to the number of films a
participant evaluated.

Phase 3 free HYRIWYG’s selected DVD rentals were distributed in proportion to
the number of films a participant evaluated.

5.1.3 HYRIWYG: Result Analysis

As expected, offering incentives increased the number of evaluations entered into
the system. During the period when users were allowed to choose their own awards,
the weekly registration rate was higher, provided the web site was available online.
When incentives were generated by the system’s recommendation (phase 3), this
number more than doubled, but remained far below that of phase 2, in which awards
were freely chosen.

Users’ opinions on the recommendations generated were also analyzed. A high
rate of satisfaction signalled that the collaborators’ evaluations were largely hon-
est. For this analysis, a comparison was made between the scores of users’ movie
evaluations and the system’s suggested movie. The questionnaire asked those who
did not claim the award film (46 out of 100) what motivated this. The responses
indicated that only 20% were not satisfied with the award chosen by the RS. How-
ever, 30% did not respond. Even assuming that the 30% who did not respond were
dissatisfied with the choice, this would be attributed to the human learning process,
which requires time for people to realize the consequences, perhaps losses, of their
actions. These people either will no longer participate or will do so more honestly
in the future.

Web users are potential knowledge contributors. However, it is not reasonable to
expect them to devote time and effort altruistically sharing their knowledge with-
out any immediate benefit from it [36]. Even if they will benefit later from this
knowledge base, they do not have a sense of being compensated. Therefore, im-
plicit acquisition methods can be more efficient for ongoing knowledge acquisition,
as discussed below.
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5.2 KA-CAPTCHA for Implicit Knowledge Acquisition

KA-CAPTCHA is an AGUIA agent for implicit knowledge acquisition that takes
advantage of the scenario configured by the CAPTCHAs. An application developed
according to this model was programmed for the domain of image indexing and was
tested by student Bruno Silva in his Master’s thesis3. Results showed feasibility and
efficiency of KA-CAPTCHA to implicit KA [43].

Normally, CAPTCHA [50] generates tests by retrieving data from a public base
and distorting the image. The KA-CAPTCHA, an AGUIA agent for knowledge ac-
quisition, retrieves data from public bases that are semantically poor to formulate a
CAPTCHA exercise to users. Users provide information that will be used to build
meaning to images. An individual contribution is weak to provide semantic to an
image, but when mass contributions go toward the same meaning, there is a great
chance this meaning is an acceptable one.

The KA-CAPTCHA requires an ontology of concepts from which images re-
ceives a classification. The support and reliability of each semantic relationship will
be calculated so that reliable information can be distinguished from noise. The sup-
port specifies the frequency with which users identify a given relationship as suit-
able in the CAPTCHA database. High support indicates that many users considered
a specific relationship between symbols as meaningful and valid. Reliability is re-
lated to the relative frequency in which a symbol and a meaning were associated.
Reliability varies from zero (to date, no user has acknowledged that relationship as
valid) to one (all users acknowledge it).

5.2.1 KA-CAPTCHA: Experiment

In this experiment, the task of the KA-CAPTCHA is to associate semantic labels
with image. Initially, a label from the ontology is chosen randomly. Then, images
previously correlated with the selected label, whether positively or negatively, are
also chosen randomly. Correlations are considered positive when they pass the sup-
port and confidence threshold, and negative otherwise. Some images are also se-
lected from which relationship with the chosen labels is unknown. Then the images
are mildly distorted to prevent them from being compared automatically.

Controlled experiments were conducted in three stages, as described in Table 10.
The first phase evaluated the interaction of 147 volunteers with the KA-CAPTCHA
. Initially, evaluators measured the average number of attempts for a user to pass the
test and access the desired database. They then measured the information precision
and recall when the labeled base was used to retrieve information from the Web. The
results were compared with those from the Google image search engine. Finally, the
results extracted from the previous stages of the test were evaluated. There was
no intersection among users to ensure that noise did not affect the test; each one
participated in only one phase of the experiment. Each of the test’s four columns

3 Master’s thesis, with this paper author as advisor.
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contained five images. Support was considered the equivalent of getting at least two
figures right, and confidence the value of 80%.

Table 10 KA-CAPTCHA experiment.

Experiment Participants Method

Phase 1 two engineering stu-
dents, ages 24 and 25

Researchers collected 15 of the most common questions to
the Google Press Center made in the month of September
2006. Each question was presented as a label to be associ-
ated with images; volunteers were asked to retrieve 10 im-
ages from the Internet that they considered closely related to
the question, and 10 they considered totally unrelated. Vol-
unteer 1 retrieved 101 images, while volunteer 2 retrieved
only 62. The groups of images were classified as Base 1 and
Base 2, respectively.

Phase 2 143 volunteers, un-
dergraduate students
from CS, Engineer-
ing and Physics.

The students could only access their grades from the mid-
term exams using the site created with the KA-CAPTCHA.
Students didn’t known they were collaborating by associat-
ing test labels and images. There were no other way to re-
trieving their grades. This experiment was conducted twice:
with the midterm and final grades.

Phase 3 Two graduate stu-
dents (Law and Vet-
erinary Medicine).

Participants were presented with all the classifications and
labels from Phases 1 and 2. They were instructed to identify
which label best described the images selected in the earlier
experiments.

5.2.2 KA-CAPTCHA: Results Analysis

The first evaluation concerned the users’ ability to pass the Turing test. In this ex-
periment only 2% of users had to make two attempts to access the desired data.

Base 1 was populated with 101 image-label associations after the students ac-
cessed it to view the mid-term grade. Of these, the system considered 38 to be valid,
21 false and 42 inconclusive. Base 2, populated by students accessing their final
grade, was composed of 63 associations, showing 29 considered to be valid, 20
false and 14 inconclusive.

To finalize the evaluation, search using the populated image database was com-
pared to that of Google Images as a way to evaluate precision and recall. Three par-
ticipants were asked to choose, for each label in our base, if one of the 180 Google
results would best match it. The precision of the KA-CAPTCHA reached 98% with
the same data, indicating potential improvement over Google’s results. However,
recall was low, in the range of 108/164=0.658. This poor result was expected, be-
cause the experiment took place in a narrow window of time, when very little was
registered; use over time should offset this factor.
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The strength of the KA-CAPTCHA is in the fact that the acquisition task is em-
bedded in a commonplace and necessary user task. One of its limitations is that it
requires an initial knowledge base and an ontology that needs populating.

6 Related Works

As discussed throughout the text, amplification of human intelligence is seen here as
an improvement in the process of choosing alternatives in the context of performing
goal oriented tasks.

Some researchers believe that human intelligence can only be amplified by break-
ing the existing reasoning paradigm and thereby changing the brain structure itself.
Studies with this assumption are in their very early stages, and in large part require
invasive tests [13]; these studies lean toward manipulation of brainwaves.

Thus, we can amplify human reasoning capacity without having to change the
brains physical structure. In this sense, users benefit greatly from knowledge manip-
ulation and extraction and from systematic examination of the range of possibilities.

Table 11 Comparison of AGUIA and related approaches.

Approach Extended-Evaluation
of Alternatives

Sensemaking Awareness Knowledge
Amplification

Argumentation
System

p p

Decision Support
System

p

Recommender
Systems

p

AGUIA System
p p p p

Table 11 presents a comparative summary of the AGUIA model and decision
support systems, recommender systems and argumentation systems. The AGUIA
model can be compared to decision support systems, since both are designed to help
in the decision making process. In this regard, AGUIA offers support to different
scenarios examined by decision support systems [35], such as: communication of
information and knowledge among participants in a collaborative decision making
process; manipulation of large volumes of data; manipulation of document man-
agement and interpretation; and by searching and supporting the generation and
evaluation of alternatives.

RSs can be seen as decision support systems specifically targeting product sug-
gestion. RSs warrant special note due to their suggestion precision and their growing
popularity. The AGUIA model can also be compared with argumentation systems
designed to organize the decision making process in an individual or group argu-
mentation system. This organization allows ideas to be structured.
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However, the AGUIA model is broader than a decision support system, largely
distinguished by its active work in partnership with people, and not in passive work
substituting human reasoning. It not only offers solutions, but it leads users to solu-
tions, at the same time it allows users to amplify computational knowledge. This is
perhaps the greatest difference: embedding knowledge acquisition in its processes.
Even an AGUIA that manipulates formalized knowledge has an incremental and
contextualized knowledge acquisition mechanism [41]. The AGUIA model consid-
ers all assistance targets, from manipulating large volumes of data to navigating
online information. Users add content over a span of time and activity. Users also
organize content by identifying labels that index the information. This organization
provides search engines with more efficient access. Production and Use are com-
bined in the same platform. Examples of successful application of this technology
include software on the Internet, social networks, wikis, blogs and folksonomies.

Web 2.0 created infrastructure for using, creating and reusing Web content, mak-
ing it possible to use the Internet as a platform for running software programs. Users
can have more control of data and contribute in a structured way to improve the base.

Web 2.0 is often used incorrectly as a synonym for semantic web. The informa-
tion on Web 2.0 is still linked through simple connections, with single meanings;
the objective is to enable people to search for information they need. The most im-
portant rule is to develop applications that take advantage of the network’s effects
and collective intelligence [29].

The semantic web[40] is designed to allow computer systems to process existing
content more effectively. In this regard, the semantic web means enriching content
connections using a domain ontology to help computer agents find the desired result,
in contrast to blind navigation. The semantic web allows agents to be more active in
helping people conduct searches.

Examples of applications that use the semantic web are Swoogle [12] and BING
[31]. Swoogle searches the structured content in an ontology, e.g., OWL (Web On-
tology Language) data [52]. This improves computer agents’ ability to manipulate
and locate the knowledge sought.

BING [31] is Microsoft’s newest search engine, which operates on the semantic
web and is designed especially for indexing and searching for images and videos.
It is marketed as a decision support engine, and it outperforms traditional visual
and video search engines. Results are organized based on a taxonomy of logical
concepts, which should expand human perception about what is sought. The AGUIA
operates similarly when it provides its suggestions using domain ontologies as a
background and schema for organizing results.

Decision support systems, RSs and the semantic web are approaches to en-
hance human perception. Applications specific for a domain, as suggested by the
ADDAGUIA agents, can provide more precise and efficient assistance, but they re-
quire formal knowledge. This is a trade-off, always in play, when choosing which
type of AGUIA agent to use. The quality of the assistance has earned attention and
inspired activity in other domains, such as the semantic web. The interconnection
between knowledge acquisition and knowledge usage may be the key element for
AGUIA’s successful applications.
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7 Conclusion

The popularization of the Internet and the ease with which knowledge can be shared
have facilitated the solution of complex problems by providing easy access to infor-
mation. On the other hand, the solution itself has become a problem. An information
overload bogs down the process and makes it difficult to identify what is applicable
and relevant to the specific task at hand. Man has limits for processing large quan-
tities of information and knowledge and for determining information accuracy. The
synergy of a work group can mitigate the effects, but not necessarily solve the prob-
lem. And although human beings are creative and highly intuitive, their rationality
is limited by excess information to process, which may result in biased solutions.

Computer agents can be used to amplify human intelligence in problem solving.
Partnerships between computer agents and people result in better solutions, with
lower costs, less time spent on the task and higher final quality. These partnerships
allow humans to learn and computer agents to expand their knowledge bases.

This paper presented a model for amplifying human intelligence, called AGUIA.
It investigated the viability, costs and benefits of building AGUIA agents for ampli-
fying human intelligence for efficient execution of many different tasks. Concrete
studies were conducted involving engineering designs, fault diagnosis, accident in-
vestigation and electronic interaction with the government. The main results were
reported herein.

This research has shown the feasibility of expanding human intelligence with
intelligent agents that act in partnership with people and learn from this interaction,
in different domains. The diverse cases studied, all of them with industrial or pre-
industrial prototypes, highlighted the impact in final product cost and quality as well
as decision making process improvement.

AGUIA’s active intelligent agents manipulate and acquire knowledge and can
enhance the following:

• perception of the context and the problem
• examination of more and better solution alternatives
• dynamic perception of the environment and the problem, and thereby
• amplify human intelligence, enabling human capacity to make better decisions .

There is still much to study about the use of AGUIA agents to amplify human
intelligence. The AGUIA model integrates knowledge acquisition into its use, but
handles knowledge formalized in a variety of manners. In this regard, there is still
a need for bridges between the parts of knowledge represented differently. In fact,
there are no systems that operate like an AGUIA to help people build these bridges.
For example, early discussions about a project contain many knowledge fragments
that are not necessarily formalized. However, bridges such as argumentation net-
works could connect discussions [8], and the models generated based on these could
be represented by ontologies [20].

There are limitations associated with formalized representation:

• The ADDagents require an initial knowledge base represented by models (for-
mal representation) in order to operate. ADDacquisition in done by expanding
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an initial base. However, generation of this initial base happens outside the pro-
cess through meetings with experts in the field. Thus acquisition of formal initial
models continues to be an obstacle to successful application of the ADDagents.

• The SOS operates using semiformal knowledge bases.
• The Be-aware operates with any type of knowledge, but its activity is limited to

monitoring content changes.
• The HYRIWYG collects product evaluations, a way to transform users’ informal

knowledge into a formal evaluation, a score.
• The KA-CAPTCHA also acquires formal knowledge, but in the form of semantic

indexers of content that cannot be processed.

Many areas do not yet have the maturity necessary to create a formal initial
knowledge model. However, there are knowledge fragments that can be organized
and eventually formalized. In this regard, mechanisms are needed for interaction be-
tween agents and individuals to help structure increasingly formalized knowledge.
These mechanisms must allow mapping between formal and informal knowledge.

Lastly, it is worth noting that sometimes no knowledge is available, but collec-
tive intelligence can be built of small fragments of information dispersed through-
out a community. Numerous efforts, albeit in their early stages, are moving in this
direction [33]. Developing the means to direct these efforts could help design an
AGUIA that generates creative solutions from the collective intelligence. In this
sense, AGUIA works as a knowledge catalyst to solve problems that do not yet have
solutions.

Intelligent systems are far from substituting human’s performance. Nevertheless,
humans frequently decide upon biased view of the problem, with little time to prop-
erly explore the solution space. Though, combining human creativity with computer
systems’ systematic evaluation might boost final results.
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