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Abstract. Groups have the impressive ability to perform better collectively 
than the best of its individuals, an effect named “wisdom of the crowd”. Some 
accounts suggest that social influence hinders the wisdom of the crowd effect. 
However, social influence is a naturally occurring phenomenon, naturally 
associated with life in a society. We investigated the impact of social influence 
on the wisdom of the crowd effect by comparing the collective predictions of 4 
groups regarding the number of jellybeans in a jar presented in photos, and 
concluded that the wisdom of the crowd is not always affected by social 
influence but by the degree of aggregation of the social information shared is 
determinant in that influence.  
 

1. Introduction 
In 1907, at a livestock fair in Plymouth, Francis Galton (Galton, 1907) studied the 
results of a weight-jugging competition. About 800 people bought stamped and 
numbered cards in which they inscribed the estimates of an ox weight after it would 
have been slaughtered and dressed. For the most successful guesses a prize would be at 
stake. The six penny fee prevented anecdotal bets and the appeal of the prize instilled 
players to do their best. What Galton noticed, after analyzing the submitted tickets, was 
that the average of all the estimates was more accurate than the best estimate, correct to 
within 1 per cent of the real value. The remarkable fact is that most of the betters had 
little or no experience at all about cattle weighting, yet the accuracy of their opinions 
together surpassed the accuracy of the individual best estimate (Bahrami et al., 2012). 
The expression “wisdom of the crowds” was popularized by Surowiecki’s homologous 
book in 2004. Since then, the term has been used interchangeably to refer to a number 
of different phenomena, commonly suggesting crowdsourcing mechanisms that do not 
actually involve the wisdom of the crowd (WoC) effect itself. Due to the fact that the 
WoC effect is still a very recent and an uncharted phenomenon, it lacks an accurate 
definition and many of its traits remain unclear or are inconsistent throughout literature. 
In this paper, we will refer to the wisdom of the crowd effect as a specific form of 
swarm intelligence of statistical nature where the combined outcome of a group is 
significantly better than the best of its individual performance (Salganik, Dodds and 
Watts, 2006; Lorenz et al., 2011; Tessone and Schweitzer, 2012; Yi et al., 2012).  
This work studies the impact of social influence in the diversity and accuracy of a 
population with regards to the WoC effect. The current view on the role of the social 
influence (Hong and Page, 2004; Salganik, Dodds and Watts, 2006; Lorenz et al., 2011) 
is that it has a negative impact on the WoC effect because it diminishes the group 
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diversity by producing biased solutions. Social influence refers to the degree to which 
each individual can be biased and deviated from her own original behaviour to blend 
with those of others in a group. Consequently, social influence plays a role on the 
diversity of groups: by affecting individual solutions, groups become more 
homogeneous and eventually lean towards a biased converged sub optimal solution. 
We devised an experiment with three different forms of social influence to assess its 
impact on the WoC effect.  In the next section we provide a detailed context of the 
problem.  In section 3 we describe the experiment performed followed by the results in 
section 4.  A section with the conclusions closes the paper. 
 

2. Context 

2.1. Diversity  
Diversity is a fundamental condition for the crowd to be wise. The crowd must provide 
individual, differentiated opinions so that each individual’s information, even if 
constrained to a personal interpretative notion, is diverse. In a wise crowd, aggregated 
results of individuals’ solutions are largely dispersed but unbiased which allows for 
errors to cancel each other out. The notion that collective error is equal to the average 
individual error minus the diversity of a group is quantified in the Diversity Prediction 
Theorem proposed by S. Page (Page, 2007).  
 

𝐶𝑜𝑙𝑙𝑒𝑐𝑡𝑖𝑣𝑒 𝐸𝑟𝑟𝑜𝑟 𝐶𝐸 = 𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝑜𝑓 𝐸𝑟𝑟𝑜𝑟𝑠 𝐴𝐸  −    𝐷𝑖𝑣𝑒𝑟𝑠𝑖𝑡𝑦 𝐷  
Collective Error is the distance between 
crowd consensus and the external truth. 

Average distance between individual and 
external truth.  

 

Distance between each individual response 
versus the crowd response. If the distance is 
zero represents no diversity 

Table 1: Diversity Prediction Theorem (Page, 2007) 

 
Diversity is the average square distance between everyone's estimates and the collective 
average estimation (also referred to as variance): how different individual estimates are 
and how they relate to the collective guess.   
The Diversity Prediction Theorem is a mathematical identity that grasps the relationship 
between individual's accuracy, the diversity of estimates and how it affects collective 
error. In order to have a small collective error (or the WoC to occur), the average of 
errors needs to be very large (otherwise everyone could solve the problem fairly easily 
and consequently the crowd would not necessarily predict better than the individuals in 
it) so that diversity will necessarily need to be large too, as in Table 1.    
The process of sharing information influences the diversity of a group since 
communicating potentially exerts group pressure for individuals to understand problems 
the same way as others. From a psychological point of view, individuals feel more 
comfortable conforming with the group because it drains less energy than the 
confrontation with other perspectives. This behaviour falls into the logic of Groupthink, 
a psycho-social phenomenon associated with peer pressure in groups to move towards 
conformity (Sumpter and Pratt, 2009). The result of thinking conformity is that groups 
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tend to use the same thinking strategies adopting an unproductive perspective, leading 
to similar solutions, which ultimately evolve into overall weaker solutions (Page, 2007). 
 

2.2. Social influence 
In line with the previous analysis, social influence is broadly suggested in literature as 
an inhibitor of the WoC. Several studies (Hong and Page, 2004; Salganik, Dodds and 
Watts, 2006; Lorenz et al., 2011) point out that under social circumstances the wise 
effect of the crowd dissipates as diversity narrows down. Having access to the estimates 
of others prompts individuals to revise and adjust their estimates to the ones of the 
group converging gradually into a consensual biased point based on the assumption that 
others might have better estimates, more information, or by feeling peer pressure 
towards conformity (Lorenz et al., 2011) or urge to engage in group strategy.  
The Social Influence Effect is described by Page (2007) and Lorenz et al. (2011) as a 
statistical effect that undermines the wisdom of the crowd by decreasing the diversity of 
groups without improving their accuracy. Estimates of individuals tend to converge at 
some point due to influence of the group and they may become biased towards a wrong 
value. Statistically, the consequence of social interaction is called the Range Reduction 
Effect (Lorenz et al., 2011): when all estimates of a group are narrowly distributed 
around an incorrect value, any subsequent estimate gains confidence to produce a wrong 
estimate. If the value-answers for a problem gravitate around an area outside of the truth 
region, then, posterior estimates will likely be biased to be located anywhere near that 
area.     
 

3. Experiment Design 

3.1. Introduction 

To test the impact of information on the WoC effect we set up four groups where 
participants had access to different degrees of information. Besides the control 
group, which entailed no information sharing, all the remaining groups presented 
different degrees of information aggregation, i.e., the degree to which the 
information displayed as a hint had been processed onto a value aggregating 
previous estimates. The method to aggregate the estimates varies on how directly 
the data represents the actual estimates. For example, participants on group 3 had 
access to a non-aggregated full information hint where every previous guess was 
represented by a value-dot – hence without any treatment - whereas on group 2 
the hint showed an interval of two values where previous guesses had been more 
frequent, similar to a mode. In the latter case, by showing the compressed data 
interval, not only did we provide less information but also assumedly increased 
the likelihood of clustering around specific range of values, whereas by 
disclosing full information we intended to allow subjects to make an internal 
inference based on the estimates of others.   



 

 

 

4 

 
Figure 1: Information degrees in groups (from left to right, the  

groups in relation to information aggregation) 

 
Moreover, groups also differ on how hints relate to the true value. Groups 2 and 3 
display hints that have no relation to the truth, consisting in the absolute values of 
estimates, while the hint provided in group 1 entails a degree of quality of estimates by 
presenting the best (which is relative to the true value) estimates out of a random set of 
estimates. 
 

3.2. Set up of the experiment  
The study used Amazon MTurk platform to recruit participants, to manage payments, 
and to direct participants to the survey page hosted on the Faculdade de Ciências da 
Universidade de Lisboa’s server. MTurk workers, who chose to be assigned to this task, 
landed on the experiment page on MTurk platform, which contained the instructions 
and a link to the survey. We have set the total amount of participants to 380 with a 
compensation of 7-dollar cents per assignment completion. The timer of the task was set 
to a maximum of 6 minutes (to avoid users from extreme rationality) and the entire 
batch was complete within 15 days. A monetary incentive was promoted: 10$ for the 3 
estimates closer to the true value of jellybeans in the jar. We used two photos of a glass 
jar filled with 3150 jelly beans, which we counted three times. The photos tried to 
convey a perception as close as possible to the human eye and we used a frontal as well 
as a top view to offer sufficient spatial information, and used a clothes peg as a 
reference for scale. 
Participants were directed to the survey page once they clicked on the link hosted on 
MTurk platform and were randomly assigned to one of the four groups which varied on 
the type of complementary information displayed as hints: a) no information, where no 
hint was shown b) shows 5 best out of 10 random of all estimates so far c) shows 
bracketed mode of all estimates so far d) dispersion map of all estimates so far.  
Participants were asked to estimate how many jellybeans exist in the jar. The answer 
was a required field and was constrained to a whole number. When participants 
submitted their estimates, the value of the estimation was stored in a text file along with 
the user's ID. For the information groups (1,2,3), the previous stored values were 
processed and displayed as part of the hint for the next participant. 
Group 0: control group - no information Participants falling into group 0 saw no 
additional information, therefore their estimates can be considered to be socially 
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independent and unbiased. This information condition has been shown successful in 
several studies [25][3][20] and it was used as the control group. 
Group 1:  the 5 best out of 10 random estimates In this group we showed participants 
the five closest values to the true value out of ten random estimates. For every new 
estimate, a participant had access to an updated information hint, for example: Based on 
all the guesses of other participants, the closest guesses so far are (in no particular 
order) 3212, 3245, 3531, 3221, 3522. 
With this group we intended to test whether random best guesses would perform well as 
part of social influence, specifically the interplay between random values and the 
qualitative reference of best estimates, which provides relative information to the true 
value. As the hints displayed were dynamical, refreshing with every new estimate, the 
first participant had no information displayed. To the first participant no information 
was shown. To the 2nd participant it showed one guess (the previous), to the 3rd it 
showed the two previous guesses and so on until the 5th participant. When the number 
of guesses was more than 5 but less than 10, participants 6th to 11th were shown a 
random selection of 5 guesses from the previous guesses. When the number of guesses 
was higher than 10, it randomly showed 5 of those to the participants.  
Group 2:  bracketed mode Participants in this group had access to a bracketed mode of 
other participants’ estimates. We departed from the notion that showing the most 
frequent estimates could have a positive influence on the crowd performance, but due to 
the large range of values we proceeded to a bin segmentation resulting in the following 
hint: Based on all the guesses of other participants, the guesses between 1000 and 2500 
were the most common. 
The interval of the bin displayed was calculated by dividing, at each iteration, the range 
between the minimum and maximum value of all estimates in 10. So for example, if the 
estimates so far were 1000, 2000, 2000, 2500, 2500, the minimum and maximum values 
were respectively 1000 and 2500. This range is split up in 10 bins, which results in a 
150 bin size starting from 1000 till 2500: 1000  1150  1300  1450  1600  1750  1900  
2050  2200  2350  2500 
In this example, we have 1 value falling onto the 1000-1150, 2 values in the 1900-2050 
bin, and 2 values on the 2350-2500 bin. The algorithm counted the number of estimates 
that fall onto a bin and picked up the one with the higher count. In case two bins had the 
exact same count of estimates the algorithm randomly selected one bin. The first two 
participants did not have access to the hint as it needed to build up upon the first and 
second estimates, therefore only after the 3rd participant was this hint shown.   
Group 3: full information In this group, participants had access to full information: a 
dispersion map with the values of all estimates so far with each estimate represented by 
a blue dot, which depicted identical or close estimations. The intention was to show the 
full range of estimations without any aggregated information, as this would likely be the 
most natural state of social influence. The full information state allowed participants a 
vaster perception of the distribution of estimates, which called for individual-based 
judgment based on multiple comparisons with others estimates. 
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4. Results 
To measure the results of our experiment, we first assessed the normality of our data 
using a Shapiro-Wilk test to define the appropriate measure for the mean. We measured 
collective accuracy by analysing the central tendency of data and calculated the 
geometric mean, median, standard deviation.  
Secondly, to compare group performance, we used the measures of the Diversity 
Prediction Theorem (Collective Error, Average Individual Error and Diversity). Further, 
we tested if groups' diversity of estimates differ significantly (Levene's test) and if the 
difference between the medians is significant (Mann-Whitney test). 
 

4.1. Arithmetic mean 
The Shapiro-Wilk test (p > 0.05)1 showed that the sample data, when logarithmized, 
was not normally distributed. Therefore, the arithmetic mean is a better predictor of the 
WoC than the geometric mean used by Lorenz et al. (2011) and it is considered as the 
primary indicator of the wisdom of the crowd effect in our case. Group 0 comes closer 
to the true value by 7% immediately followed by Group 3 with 7,52%. Group 1 and 2 
account for 15% and 10,6% variation respectively. 
 

 
Figure 2: Group distribution overview 

A Mann-Whitney test (U=3864, Z=-1.5821, p=0.057) indicated that the difference 
between the medians, hence the distribution location of the control group (group 0) and 
the full information group (group 3) is not significantly different. The differences of the 
medians of group 1 and 2 showed however a significant difference from the control 
group. This led us to conclude that the accuracy of estimates does not vary significantly 
if a group is exposed to social influence in its full condition. 
 

 
1   The Shapiro-Wilk test returned the same p value of 2.2e-16 for groups 0, 1 and 3, and 1.726e-10 for 
Group 2, denoting that sample data for all groups is not normally distributed. 
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4.2. Individual error  
The progression of Average Errors (AE) over time calculates the absolute value of the 
difference of every individual estimate to the true-value (𝑡𝑟𝑢𝑡ℎ − 𝑥)

!. Figure 3 displays 
the evolution of AE, which is particularly relevant to observe for the social influence 
groups, since each estimate is correlated with the aggregation method used to provide 
information about the previous estimates. Groups 1 and 2 (5 out of 10 random and 
bracketed mode), where the aggregated methods provided less information, indicate a 
stronger correlation with previous estimates exhibiting a visible pattern in AE. Group 1 
shows a declining trend in AE that stabilizes around the 60th estimate with a very low 
error. This demonstrates that the hint impacts the estimates significantly and that the 
strength of this effect can be tracked back to the qualitative aspect of the hint. So by 
showing a hint that entails the best estimates in relation to the truth (even if randomized) 
a low AE trend was established, although in our case alternated with some extreme high 
errors close to the 90th estimate. 
Group 2 shows a smaller variance in AE compared to the other groups. Errors are 
systematically below 4000 and the hint seems to prevent extreme high estimates as seen 
in all the other groups. Group 0 and 3 display a similar pattern but group 0 entails a 
higher AE. 
 

 
Figure 3: Individual error over time (progression of individual error over time 

measures the absolute distance from each estimation to the true value) 

 

4.3. Diversity and Collective Error 
Diversity is the measurement of estimates in terms of its variance from the mean, 
denoted as the average of the squared difference of estimates to the mean of estimates 

(!!!)!!
!!!
!!!

  where 𝑥 is the sample mean average of all estimates and n is the sample size. 
We use the unbiased sample variance (n - 1) which produces a more accurate estimation 
of the true variance of a sample with regards to the population variance.  
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The collective error corresponds to the Average Error minus Diversity, and it is the 
squared deviation of the group’s mean from the truth (truth−𝑥)2, also known as 
population bias (Lorenz et al., 2011). Our results show that independent group (group 0) 
holds more diversity than the social treatment groups, subsequently the collective error 
is also the lowest.   
 

 Group 0 Group 1 Group 2 Group 3 

Diversity 42,316,034 93,710,910 5,789,851 33,281,044 

Average error 42,365,540 93,947,477 5,896,014 33,337,359 

Collective error 49,506 236,566 106,162 56,315 

Table 2: Diversity in all groups (calculated as the sample variance of estimate) 

 
However, to assess whether the diversity of groups differed significantly, we performed 
a Levene’s statistical variance test, which measured the difference in the dispersion of 
estimates between the independent group (group 0) and the social groups (1, 2 and 3). 
The test compared the equality of variance for non-normally distributed data by 
converting each value and calculating the absolute deviation of observations from the 
median. The tests failed to reject the null hypothesis (p > 0.05)2 for all groups, there is 
insufficient evidence to claim that the variances are not equal, which in our case 
concludes that groups present an approximate variance of the distribution of estimates. 
 

5. Conclusions 
The results of our study suggest that social influence might not inhibit the WoC as 
claimed in (Lorenz et al., 2011). Differently, we verified that providing unaggregated 
and complete information about previous choices equally produced an accurate 
collective estimation of the right number of jellybeans.  
The amount of information carried by the hints is relative to how aggregated or 
compressed the collective information was shown to each participant. More aggregated 
information, as displayed group 1 (five best estimates out of ten random), carried less 
original information about the estimates, therefore more compressed information was 
observed as limiting the effect of WoC. Group 3 (which displays full information) 
performs almost as well as group 0 (which displays no information) with a slight 
difference of 0,52%. Groups 1 and 2 (15% and 10,6% respectively) can also prudently 
be considered successful when compared to other studies (Lorenz et al., 2011) where 
differences to the truth was at its best 11%.  
The Levene's test to assess the homogeneity of variances also indicated that there was 
no significant difference in the diversity (variance of estimates) of all groups, denoting 

 
2    Levene’s test returned a p value > 0.05 for homogeinity of variance between group 0 and all other 
groups, denoting that the variance of the estimates is not significantly different across all groups. 
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that social information does not alter the essence of diversity of estimates. When 
comparing the means (Mann-Whitney U-test) of social treatment groups against the 
control group, we have seen that the distribution of the estimates regarding its centre 
(the median) is not significantly different between the control group and the full 
information group, but different between the control group and groups 1 and 2, 
implying that the distribution of estimates is similar between group 0 and group 3. 
In the context of the Diversity Prediction Theorem, group 0 has the lowest Collective 
Error score immediately followed by group 3. Although group 0 holds more diversity 
and has a slightly better mean than group 3, the variance difference between the groups 
is not significant. So, considering the mean distance to the truth (which is 7% and 
7,53% respectively) and the homogeneity of variances of both groups, we can conclude 
that the difference between the independent group and social full information groups is 
not significant. 
This confirms our hypothesis that social influence may be consistent with the WoC 
effect and not have an inhibitory effect as suggested in Salganik, Dodds and Watts, 
(2006), Krause et al. (2011) and  Lorenz et al., (2011). In particular, we have observed 
that the key for a more efficient use of social influence resides in the form social 
information is presented. By displaying full information we enable multiple 
comparisons between options: several iterations between individual heuristics and the 
information of others’ choices, where the risk of copying cascades of poor estimates is 
unlikely because it would take several individuals to come to the same conclusion 
independently to reach the same quorum threshold. 
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